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Abstract 

In the last few years there has been an explosion in the 

number of multi-core computers being sold.  This growth 

has primarily been driven by the need for greater 

computing power, albeit without the exponential increase in 

power consumption that a single-core processor, operating 

at a higher frequency entails.  Due to this, the way in which 

software is programed needs to change rapidly to make full 

use of the additional resources that are now available. 

RMoX (Raw Metal occam eXperiment) is a highly 

concurrent operating system that has been designed to be 

concurrent from the outset.  RMoX however lacks a 

concurrent graphical interface.  This report details the 

design and implementation of Crom, which is just this, a 

concurrent graphical interface, as well as interesting 

problems which have been encountered along the way.  The 

report finishes with conclusions and opportunities for 

further research. 
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1 Introduction 

 

RMoX (Raw Metal occam eXperiment) is an experimental, highly 

concurrent operating system [1].  It has been developed with the key goals 

that it should be concurrent, scalable, reliable and flexible.  To enable this 

it has been made up of compositional components, written in a process-

orientated language, occam-π. 

Occam-π is a concurrent programming language [2].  It uses 

channels in order to communicate between processes which run as separate 

entities.  It is an extension of classical occam [3] which has had π-calculus 

[4] support added into it to add many new features such as mobile channels 

and dynamic memory.  If processes are designed to do small pieces of 

work, which can be run at the same time then concurrency emerges.  

Concurrent programming however can lead to problems of 

deadlock.  This is where a system becomes unresponsive as the processes 

within the system are all waiting on one another.  To best illustrate 

deadlock, think of the dining philosophers scenario (Figure 1). Each 

philosopher needs two forks with which to eat spaghetti.  However there is 

only one fork per place setting at the table.  If one philosopher sits at the 

table, then they can steal a fork from another place setting and eat as much 

spaghetti as they wish.   

If two philosophers sit down, then there are still enough forks, for 

both to eat at the same time.  If a third philosopher sits down, then they 

must wait until two forks become free, however this will happen when one 

of the other philosophers finish.  If all four philosophers sit down at the 

table, at the same time and pick up the fork to their left at once, they are 
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then unable to get a second fork to eat with.  The philosophers wait for the 

fork on their right to become available.  As none of them put their left fork 

down, they are in deadlock and thus will starve to death.  

This is therefore something that should be avoided and through 

the use of CSP (Communicating Sequential Processes), the system can be 

checked to see if a deadlock is likely to occur.  Of course it cannot 

guarantee against livelock.  This is where one or more processes get stuck 

in a loop, for example it would be like playing pass the parcel where the 

music never stops.  As there is no way to tell that nothing useful is 

happening, it is not possible to avoid this.  For example a function may 

want to increment a number a million times, but a livelock detection 

system may decide that nothing useful is happening and terminate it. 

CSP is a process algebra in which it is possible to specify the 

communication between concurrent processes [5]. Using this it is possible 

to create a mathematical representation that can be used to check whether 

or not a system is likely to deadlock.  The occam-π compiler can generate 

CSP and therefore it is possible to test whether or not a software system is 

able to deadlock [6]. 

 
Figure 1 - The dining philosophers. 
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Section 2 provides background information to the project, section 3 talks 

about work which has already been done within the research area.  Section 

4 details the possible approaches that exist.  Section 5 talks about the 

implementation of the graphical interface which is then followed by 

section 6 which talks about how to use the system.   Section 7 then 

concludes and describes areas in which the interface has been a success 

and areas where it could have been improved.  Finally section 8 details 

work which could be done in the future. 

 

2 Background 

 

 

Figure 2 

 

Operating systems are some of the most complicated programs 

currently in existence.  They control everything from the movement of the 

mouse to the data that is stored in memory.  Often many users only think of 

an operating system as the interface which it presents to them.  If you say 

MS-DOS® to someone then they instantly think of the command line 

interface, however if you say Microsoft Windows® (Figure 2), then they 

will normally think of taskbars and icons.   
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The interface presented to a user is potentially one of the most 

important features of an operating system.  It is what the user has first 

interaction with and it can be solely responsible for a system being a 

success, failure or have a cult following.   

Interface design has become so important that Microsoft, Linux 

and Apple have their own interface design guides for how their interfaces 

should be laid out [7, 8, 9, 10].  The interface design guides detail how 

much space there should be between buttons, where buttons should be 

placed and other interface design issues. They have been created to ensure 

that there is a single consistent interface presented to the user.  Of course 

there are also reasons other than just simple branding. Human computer 

interaction is another important reason to have these guidelines.  The 

guidelines have been designed to minimise the chance that a user will 

make a mistake, or be forced to remember a large amount of information,  

to reduce the chance of the user clicking the “don‟t save” button instead of 

“save” button when they exit an application, for example.  It is for these 

reasons that many interface guidelines follow similar ideas to the ten 

usability heuristics suggested by Jakob Nielson [11].  The user has been 

kept in mind during the design and implementation of the interface. 

RMoX had a very basic graphical user interface (GUI), which did 

not allow for programs to use inbuilt features through an API (Application 

Programming Interface) to create components such as textboxes, buttons 

and other conceptual input and output components.  The task was therefore 

to implement a GUI which would provide a developer the ability to hook 

into the system in order to draw standard components.  The GUI system 

which has been created also has to keep the goal of high concurrency, in 

order not to detract from the key goal of RMoX; to build an operating 

system of a highly concurrent nature and to exploit multicore hardware 

architectures. 

The first part of this project was to build the core infrastructure to 

support the windowing system.  The previous environment was fairly 
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basic.  Multiple programs could be run at once, although they did not 

appear on the screen at the same time.  Most users are used to the idea of 

having more than one window on a screen at once.  They find this useful, 

as it means that they can place windows next to each other to compare and 

contrast information [12].   Therefore it would be good, from a user‟s point 

of view, to have a similar interface to that which already exists in other 

operating systems. 

The second part of the project was to develop an API so that 

programs can create buttons, textboxes and other elements.  Of course to 

go along with this some sample programs were also created to ensure that 

the API was working properly. 

3 Previous Work 

This is a fairly narrow field of research and therefore there is very 

little, if anything, which details the creation of a concurrent graphical user 

interface.  Much work has, however, been done about concurrency in a 

general form, such as design strategies to avoid deadlock and other projects 

within RMoX. 

Firstly there is some useful information entitled “RMoX: A Raw-

Metal occam eXperiment” [13].  This gives details of problems which may 

occur, such as livelocking or deadlocking of the system.  However it also 

talks about other topics which are now largely irrelevant, such as the use of 

the Flux OS Kit, which is no longer used within RMoX.  Flux was dropped 

from RMoX as it is based on a Linux and BSD system.  It therefore 

inadvertently meant that the developers were forced to use a similar style 

and spend much of their time producing interfaces to communicate with 

the OS Kit.  

“Rethinking the OS Graphics Pipeline” [14] is also an interesting 

piece of work which suggests the use of frame buffers when creating a 

graphical interface.  The benefit is that each process will have its own 

separate virtual screen space, instead of using the actual screen, thereby 
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meaning that the windows do not interfere with one another.  It also talks 

about communicating to a window system through channel bundles and 

being able to pass windows across a network and viceversa, therefore 

being able to move a window from a remote machine to a local one. 

While researching the interface design for the system the 

construction of other operating system interfaces has also been a good 

resource.  Mainly the X Window System (X11) interface, for this is the 

most documented as it is an open project.  It suggests that the best system 

structure is a client/server model.  However, while reading this it should be 

noted that X11 has been programmed in a sequential manner.  This is in 

comparison to RMoX which due to its highly concurrent nature is 

programmed to be parallel and not sequential.  For this project to be a 

success it needs to be concurrent and not written in a sequential manner.  

Although X11 suggests client-server, this causes a potential bottleneck 

within the system, the message passing system, which would only cause 

larger problems in a concurrent system, where more than one process may 

be passing messages at the same time.   

Of course while programming the interface, it is also important to 

think about the users of the system and how they interact with that system.  

Therefore it needs to be easy and intuitive.  Colours need to be made so 

that they are easy to read and do not confuse people with sight disabilities 

or those with monochrome displays.  Shapes of objects, such as buttons 

should have a distinct look and feel to ensure that the user can easily 

understand what each element is. 

Therefore the reading of human computer interface literature has 

also been important during the course of this project [7, 8, 9, 12, 15, 16, 

17].  These papers all give a good overview of how an interface should be 

constructed.  They conclude to similar objectives; that the layout of a 

program needs to be clear and consistent to a user.  Although these have 

been valuable, the lessons learned will be kept in mind throughout, yet will 

not be discussed in detail within this report. 
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4 Possible approaches 

 

The system as a whole is quite complicated.  For this reason 

splitting out the various parts of the system, so that they are easier to 

describe, explain what they do and the reasoning for why they have been 

implemented that way, seems to be the best solution. 

 

4.1 GUI System Structure 

Within operating system design there are three main different 

structures that the system could take [18].  The GUI is part of an operating 

system.  Although some people would argue that the interface is a program 

on top of the operating system, the structure of the system should still be 

considered so that the best structure for the graphical interface is chosen.  

The first style is a monolithic system, which is designed to be a 

single entity.  If one part of the system is changed then other parts of the 

system may also need to be changed.  Obviously this creates a large 

amount of work in not only fixing bugs in the code but also in adapting the 

code at a later date.  More importantly it does not fit the concurrent nature 

of the system, nor the way RMoX has been implemented to this date.  For 

these reasons the monolithic style of system design will not be considered 

any further. However an example of this design methodology would be 

Mac System 7 (Figure 3). 

The second style is a client-server system, whereby the system is 

divided into modules.  Each module supplies a service and then clients 

connect to that module.  This is obviously better than a monolithic system 

as it makes it simpler to discover where errors occur.   A server can also 

become a client if it needs to.  However there is a core service, the message 

passing system; this is a critical part of the system.  If there is a problem 

with this, then the whole system may grind to a halt as the message passing 
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system controls the messages being sent between clients and servers.  This 

is not ideal and hence shall be discounted as well.  However an example of 

this method is the X Window System [19]. 

 
 

Figure 3 – Apple Mac System 7 

 

Finally the third approach is that of a layered system.  A layered 

system tends to lend itself to the idea of concurrency more naturally.  From 

the outset it is a nicer system to use, as each different part of the system is 

separated into core parts.  The other benefit of this system is that it allows 

for different parts of the system to be created separately, therefore making 

it easier for bugs to be fixed and for adaptions to be made without the need 

to change other parts of the system, as each part provides an interface to 

the layers above, meaning that when a change is made there is not a need 

to let anything else know about it.  Therefore this design strategy will be 

used for the design of the graphical user interface.  

 

4.2 Windowing System 

The windowing system itself relates to how a „window‟ is drawn 

upon the screen.  This is mainly done in two ways. 

Firstly the system can draw directly on to the screen.  This method 

has its benefits as the window can draw anything it likes, anywhere it likes.  
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However it is also a drawback, as this means that it can draw over another 

window‟s space and thus violate one important rule of operating systems: 

that an operating system should not allow a process to access the same 

memory space as another process. Of course, as soon as the other window 

is told to redraw, anything the original window had drawn will be 

overwritten, therefore it is not directly accessing the memory of the 

process, however it is presenting to the user the idea that it has.  It also 

gives the system difficulties as it needs to keep track of what has been 

drawn and where.  From a security point of view it is also a bad idea to 

allow an application to do this, as an application could run in the 

background and then, for example, take over the whole screen so that it is 

necessary to click a link, etc.  Ultimately the operating system should not 

allow a window to have this much access to the system.   

The second method is to give the windowing system its own 

buffer space.  This will act as a virtual window and has the benefit that a 

window cannot write over the window space of another process.  It also 

gives control back to the operating system as it can ensure that the window 

only has access to its own canvas and not to another process‟s canvas.  A 

window can then update its drawing space whenever it wants.  A process 

also does not need to know any more information about the window other 

than its size and colour depth. The windowing system also needs to hold 

less information. 

The location of the window can be handled by the graphical 

interface system.  An additional benefit to this is that the graphical 

interface does not need to know what has been drawn on the canvas, nor 

does the system need to talk to the window process to ask it to redraw its 

contents to the screen.  The window system simply tells the canvas to 

refresh itself.  By doing this, all the elements which the window process 

had already drawn will be displayed on the screen.  This therefore is ideal 

for a windowing system, as it can redraw windows behind windows, or 

redraw them when they become the foremost window.  It can do this 
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without having to have kept track of what is actually on the screen.  

However, the application needs to indicate when it has drawn to the canvas 

and needs this to be redrawn on the screen. 

 

4.3 Drawing components 

The components which make up the graphical user interface are 

potentially the most important parts, they need to be standard and therefore 

some default components are needed, which a developer can add to an 

application through some form of API. 

Within occam-π the method of communication is through 

channels, which may be grouped into channel-bundles.  When an 

application starts it connects to the windowing system.  By doing so, the 

application receives a channel from the system and is able to make a 

request for different components to be drawn.   

Components need to be designed to be easily added to a window 

and therefore there needs to be some consideration of this, although there 

needs to be thought about how the system actually uses the components 

and the attributes that each component has.  For example a label will only 

have text in it and nothing will happen when you click on it.  However a 

text box allows for input of text and therefore it will be necessary to have 

some way of getting the text from the element and keyboard input to it.  A 

way to store the elements is needed. As well as this, the components need 

to be laid out on the screen. 

 There are several ways in which components could be laid out.  

Firstly components could be statically placed within the window through 

the use of coordinates.  The coordinates represent the location of the 

component within the window.   This adds the additional problem of 

working out how to resize a window as components will not be moved and 

cannot grow in case components overlap with each other.   
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Alternatively layout managers could be used.  A layout manager is 

a way of having a set design and then putting components within that 

design.  For example it could have a design that has table slots; a 

component is put into a specific space within the table so that the system is 

then able to position and size the component.  This also means that if a 

window is resized, a component is just resized to fit the new size of the 

slot.  This means that problems such as overlapping do not arise.   This is 

similar to the way in which Java layout managers work [20].  

Both are valid ways to implement this.  With an exact position 

system the programmer has more flexibility over how the screen is to be 

laid out.  However it does present the problem that when the size of the 

window is increased or decreased the system then has to try and work out 

what to do.  On the other hand, the layout manager imposes constraints on 

the way in which the interface is laid out. For example, a text box 

component filling the entire space of the cell may not be suitable, as the 

height may outgrow the width, thus indicating that it is a multi-line input 

when it is not. On the other hand, windows can grow and shrink at the 

discretion of the user. 

For simplicity, the implementation of a simple layout manager has 

been carried out.  This can be extended at a later date and different layout 

managers can be added to allow for different designs of interfaces. 

 

4.4 Reasons for chosen approach 

For the main graphical system a layered structure has been 

chosen, so that elements can be added, removed or changed between layers 

of the system.  By doing this, it also means that each part of the system can 

be tested to ensure that it is functioning correctly, as well as providing a 

highly concurrent system to build upon. 

Other than this, the design of components and layout of the 

system has been chosen mainly to keep the goal of RMoX, i.e. a high level 
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of concurrency.  When there has been a choice which has not impacted the 

concurrent aspect of the system, then the simpler design has been chosen. 

 

5 Crom 

 

The GUI system structure has been divided into layers.  By doing 

so, simple processes have been combined to create the whole system.  This 

system is known as „Crom‟. During the creation of the layers of Crom, 

there have obviously been many questions as to how they should be 

designed and implemented.   

 

5.1 General Implementation 

During the production of this work, thought was given to whether 

or not a safety feature should be included whereby if a channel had not 

been read then it would time out and therefore continue. (As within occam, 

channels are not buffered, therefore, if data is sent down a channel then it 

cannot continue until it has been read by the other end.) The main reason 

for this suggestion was so that Crom would not deadlock, if for example, 

the application forgot to listen for a response, (as the communicating 

process would still be trying to output data and therefore not continue). 

However this was deemed to be inappropriate, as a process would not need 

to follow the specified protocol correctly.  This could also lead to more 

problems at a later date.  As well as this, in occam-π outputs are unable to 

timeout.  There would also need to have been some thought to the length of 

time that would have been suitable.  If the system was running slowly then 

this may cause the timeout to trigger before the data was received or sent.  

Conversely if there was a long timeout, the system may have appeared to 

be sluggish. 
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Occam code should be checked for correctness. Using CSP, it 

should be easy to find out whether a process follows a specified protocol 

[6].  If it does not, then the code should be changed so that it does.  If it 

passes the CSP tests than it should mean that the code does not deadlock. 

A default protocol has been created within Crom; this describes 

two default cases, ok and error.  Ok indicates that there has been a success, 

whereas error indicates that there has been an error.  By having a default 

protocol it has meant that other protocols can extend it, thus creating a 

consistent response for errors and items which do not need to return an 

actual value throughout the system.  The error case has to return a number 

which indicates the error that has occurred, a list of the errors can be found 

within the gfxdefault.inc include file.  Therefore there are unique codes for 

all parts of the graphics system that return an error. 

 

5.2 Core System Layer 

The first part of the work was to develop a core window 

provisioning system.  This is the part of Crom that provides the services for 

the above layers to be able to operate.   

Figure 4 illustrates the way in which the system has been 

designed.  Each layer has been designed to work independently of the 

layers which are above and below.  By doing so the system should be able 

to be modified without the other layers being changed.  Additionally it 

means that the system is inherently concurrent by design.   

The core system builds upon that of gfxcore which provides basic 

drawing of shapes.  Although the core graphics system does not add much 

to gfxcore, it does give more specific shapes and data types for drawing.  

For example it gives RECTANGLES and CIRCLES which are more than 

just an array of values.  This has been done to improve the readability of 

the code, thus making it easier to understand. 
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When a canvas is drawn, the number of commands that it is 

possible to send to the canvas, should be reduced (as for example, one 

canvas should not be drawn inside another).  Therefore the number of case  
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Figure 4 – Conceptual construction of the underlying core windowing 

system. 

 

items within the main graphics protocol has been reduced.  There were two 

ways in which this could have been done.  Firstly the whole graphics 

protocol could have been used, although missing out cases that are not 

valid for the canvas, such as the new.canvas, or just skipping them when 

they have been called.  This was deemed to be inappropriate as it may give 

the wrong impression to someone who is using the system.  For example 
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the user might think that the system is in a permanent state of error and that 

this is a bug rather than actual design.  The second way was to create a new 

protocol which did not have the additional canvas options.  This was 

deemed to be the better approach as it also meant that a user of the 

underlying system would know it was not possible to create a canvas 

within a canvas.   Although this did mean creating a new protocol, it was 

created so that the graphics protocol, which could create new.canvas and 

other such commands, was just an extension of this protocol.   

 

5.3 Window Controller Layer 

The window system itself has provided many problems; there is 

potentially a lot of activity from all of the windows, as there is a lot of 

information which needs to be passed between the windows and the 

window controller.  Therefore the windows are quite a large entity of the 

system.  For example the window controller needs to know the location of 

each window and needs to know where each window is within a stack of 

all the windows. Figure 5 shows the way in which the windowing system 

has been built conceptually 
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Figure 5 - This shows a conceptual design of the core window system. 
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The window controller also needs to control many other tasks 

which a window carries out.  For example the title of the window may 

need to be changed, the window controller therefore will need to store the 

title of the window and redraw the title to display the new title of the 

window.   

The window controller also needs to do other tasks such as move 

windows and arrange windows in a stack.  Therefore there needs to be 

some way of knowing where a window is and which windows are in front 

and behind it.  Within occam-π however, there are no data structures such 

as linked lists.  There are only arrays.  Although occam-π allows for a data 

type to be defined, it cannot create circular references for example, 

referencing that data type from within the data type, to create a structure 

such as a linked list. 

To solve this problem, two arrays were created; one of the arrays 

holds window data structures, the other array holds integers. The array of 

integers indicates whether or not the correlating slot within the window 

data structures array is used.  The window data structure holds details of 

the number of the array index which the next window is at and the index 

number that the previous window is at.  If there is no next or previous 

window then it holds a value of -1, which within Crom is declared as null.  

This is safe to do as no identification number should be less than 0, 

therefore if it is, then it is not a valid number and should not be being used. 

The window controller also contains a variable that states whether 

or not the window has a title and border.  The title and border for a window 

is needed to ensure that a user is aware of the bounds of the window 

(Figure 6).  Of course this needs to be hidden from the program itself.  The 

program does not need to know that it has a title and a border.  It is also 

primarily down to the windowing system to sort out events which may 

occur, for example, to bring a window to the front when a user clicks on its 

title.  Therefore there are three variables which store whether the 

application wants events from the mouse or keyboard. 
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Figure 6 - The layout of the window frame. 

Within this layer the keyboard events are taken and sent to the 

topmost window.  The keyboard does not need to be shared between more 

than one window at a time and therefore this makes it the perfect layer to 

put the keyboard events controller into as we know which is the top 

window and can direct the keyboard events to that window. 

Events are sent to the windowing layer through a channel bundle.   

Although between the window controller layer and the windowing layer 

only keyboard events are sent, it is possible to send more information, such 

as window events and keyboard events.  

 

5.4 Windowing Layer 

The windowing layer uses the information which is within the 

window controller layer. It is primarily responsible for drawing the 

windows and adding components to the window.  However it also has 

responsibility for sending keystrokes and window events to the window. 
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Although it seems like a rather obscure place to have it, the 

connection to the mouse is within this layer.  The mouse is one of the more 

complicated events that needs to be considered.  This is because it is unlike 

the keyboard, where the foremost window will hold the event channel for 

the keyboard. With the mouse this is not the case. Although modern day 

operating systems have events caused by key presses on the keyboard, such 

as the windows key within Microsoft Windows® this is not necessarily an 

essential feature.  Most key presses are only relevant to the window which 

is active and therefore, for example, if a key combination such as ALT + 

F4 is sent, then the window which holds the keyboard can carry out an 

event related to this.   

 The mouse however cannot be controlled by just one window.  

The windowing system itself needs to control the mouse and pass the 

events to the correct window.  It therefore needs to work out where on the 

screen the mouse is and then, if required, pass the events to the specified 

window.  When it passes the events to the window it also needs to offset 

the mouse co-ordinates so that it reflects the position of the mouse within 

the actual frame of the window.  (Therefore taking into consideration the 

offset imposed by the title and the borders of the window (Figure 6)).  This 

is because the window does not know anything about the actual screen, it 

only knows about the virtual screen which it holds, which it believes is the 

whole screen.  This has been deliberately implemented like this so that a 

window does not know anything more than it needs to.  This is to try and 

ensure that the window is unable to interfere with any other windows 

within the system.  (It is therefore unable to access or edit any of the other 

window spaces on the screen).  It is also unaware when, for example, 

redrawing of its window has been stopped from being refreshed.  This 

keeps to the principle that a process is in its own space and no other 

process, other than the actual windowing system, is able to access it.  (For 

example, although it may have disabled updates to the screen, the process 

is still able to draw on to the canvas.  Once the windowing service decides 

that the window can be redrawn, updates are re-enabled to the screen.) 
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A title and border are added by simply making the canvas larger 

than the window has requested.  By doing this an offset is created within 

Crom, so that when the window asks for an item to be drawn at a certain 

point, an offset is added to the position in order to get to the correct 

location within the canvas.  On the downside this does mean that there is 

more processing required to draw a window upon the screen. 

Having an offset does mean that there are some benefits.  By 

having an offset Crom can differentiate where a mouse clicks on the 

screen.  If the user clicks on the window, Crom does a simple comparison.  

If the calculation produces a result that is a minus figure on the vertical 

axis then Crom can tell that the user has clicked on the title.  If however it 

is a positive figure then the user has clicked on the main window, therefore 

Crom will forward the mouse events to the window events channel, to 

inform the window that an event has occurred. 

Within the windowing layer there is also the ability to request that 

frames be created.  Frames are forked, meaning that a new frame process is 

created dynamically; therefore there can be many frame processes.  A 

frame is a table-like structure which holds components.  A component is 

created through another fork which creates a new process that has a 

channel held within the frame table, thus communication is able to be 

established with it.  The channel of a component gives information such as 

the name and the value of the element, so that Crom is able to get values 

from components and update their status if need be.  As well as this the 

component may also have its own channel, for example within the system 

there is a canvas channel which allows for drawing to be done within a cell 

of the frame.  This can be passed back to the window, if it is requested.  

Although the windowing system is left to know what type of channel it is 

for it is simply given back as a MOBILE.CHAN.  This has been done so 

that a larger number of components can be added at a later date without the 

need to change the protocols. For example a new slider component could 

be added.  This could supply a channel which could be of any type that was 
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required, as long as the system calling for a slider component knows what 

the protocol type is going to be when it receives it and then the system 

should not cause any problems.  If it gets the protocol type wrong then the 

system will crash; this is the only problem with having it implemented in 

this way.  This may seem like a high price to pay for not wanting to add 

new protocol cases.  However, if a new protocol type is added then it 

should be implemented within all processes, thus requiring all applications 

to be updated so that they listen for these potential cases.  This is 

something that is not really feasible if there are more than a couple of 

applications. 

Events can be raised from within this layer as well.  A window 

may also have its own events which occur, for example, when a window is 

closed, as it may want to inform the application. It can then wait for a reply 

from the application.  By doing this, it allows an application to ask the user 

if they really want to do this, to save the work the person is currently 

working on, or just to be able to finish what it is currently doing before it is 

closed.   

To make event control simpler within graphical interface, these 

events are fed into the channel which comes up from the window controller 

layer and therefore they are able to be sent to the application as one 

channel bundle.  By doing this it allows the window to subscribe to as 

many events as it wishes and then have one process which can be used to 

process the events.  The process can also be used, for example, to 

multiplex out the events to different parts of the application. 

 

5.5 Visual Components 

The visual components within the system are all processes.  A 

component can therefore be interrogated to find out the type and the value 

of the item. As well as being able to do special tasks such as drawing via 

the use of channels given back to the application.  A textbox, for example, 
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needs to hold the text.  It also needs to accept input from the keyboard.  

Crom supports this via using the get/set text cases prebuilt in. 

For this the system needs to know which component has focus.  

Focus within Crom is gained through the user clicking on the actual 

component.  Crom finds out which item has been clicked and then checks 

to see if it is a textbox or not (currently Crom only supports focus for 

textboxes).  It then stores a link to the component.  When a key is pressed 

Crom then checks to see if it has a stored link, if it does then it will pass 

the key press on to the component as well as onto the application. 

To find out the location of an item the system requests from each 

frame, which is within the area that has been clicked, the items that it has 

at a given position.  A frame has a number of columns, which makes it 

easier to find the correlating component.  The system simply divides the 

horizontal co-ordinate position given by the number of columns and then 

removes the remainder giving an index position within the frame.  The 

system checks to see if that location has a component, if it does then the 

position of the component is returned.  The system can then use this 

position to send commands to the component through the frame system.   

Some components are able to do more than others, for example 

the canvas component allows for items to be drawn.  In order to use this, a 

request for the communication channel from the component is required.  

The component will then return a MOBILE.CHAN typed channel which 

allows the application to talk directly to that component.  

 

5.6 Application Layer 

An application connects to the windowing layer. It can request 

components to be drawn upon its canvas and it receives input from the 

layers below.   The sample applications, the console and start menu bar, 

start off by asking for a window and then they request a canvas.  Once they 

have done this they then request the inputs that they want.  As a cautionary 
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note, if they request input before they are ready to accept it problems can 

arise.   

 

5.7 Foibles within the system 

There have been some interesting problems within Crom during 

development. For example, during the development of the graphical 

interface whenever a window in the background updated, the whole canvas 

was updated.  Therefore it would overwrite the window in the forefront 

(Figure 7).  Although it is not directly interfering with the window in the 

forefront it is causing ambiguity to a user as to which window they are 

actually using (Figure 8). 

This was solved by making it so that when a window is not in the 

forefront the update to the graphics system is held.  This however does 

create some ambiguity as, from a human computer interaction point of 

view, to a user it looks as if the window may have crashed and is no longer 

working.  However this has remained this way within the graphical 

interface currently because as it is not a commercial product, it does not 

need to worry about all of the concerns of what a user may perceive.  There 

is a lot of information about Human Computer Interaction which will not 

be covered within this paper.  For a good introduction, please see 

„Designing the User Interface‟ [16] 

There have also been some interesting benefits as well, that were 

not foreseen.  For instance when Crom draws a title it needs to have a way 

to know whether or not this is actually the foremost window or if it is a 

window that is further back in the stack of windows.  When first designing 

the system it was thought that it would be a good idea to include a variable 

which would hold whether or not this window was the foremost window.  

However, while implementing the system, it soon became apparent that 

this was not needed, for there are at least two other ways in which Crom 

can tell whether or not the current window is the foremost or not.  Firstly if 
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the next element is set to minus one, then there is no window in front of 

this one and therefore it must be the foremost window.  Secondly as each 

window has an identification number Crom can compare the identification 

number of the window with the identification number of the top window to 

find out whether or not this window is actually the top window.  These 

were not initially apparent when first designing the system but have 

cropped up through the programming of the system. 

 

Figure 7 - The forefront screen as is should be displayed. 

 

 

 

Figure 8 - The screen when the window behind updated.  The window 

with the light blue title should not be the one at the front. 
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5.8 The Complete Crom 

Figure 9 shows a simple representation of the completed system.  

It can be seen that when the processes are divided into their corresponding 

layers then the layout looks fairly similar to the conceptual design in 

Figure 4.  
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Figure 9 - A simple representation of the communication between the 

processes within Crom. 

 

Of course not all the components have been added to the system.  

For example there is a string store process that was created to support the 
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storage of strings within the system, but it has not been added to the 

diagram below (Figure 9) as it is not an actual part of the main windowing 

system.  It is a process that has been created in order to enable strings to be 

easily held by processes without needing to create a MOBILE MOBILE 

array of BYTE arrays.  It also means that there is a reduction in the amount 

of duplicate code, as if a process needs to store a string, instead of doing so 

itself, it gets a link to the string store and saves its string there.  It can then 

access the string through the use of an identification number which was 

returned by the string store. Having a string store also adds the additional 

benefit that predefined strings can be stored for messages to be displayed 

to the user.  As well as this, the string store is also useful for 

internationalisation, as there can be a lookup list which can be used to 

translate the desired message.  

 

6 Using Crom 

 

This section will detail the usage of Crom from the point of view 

of creating a new application.  The first task that needs to be completed is 

to include the required include files.  For simplicity we will include all of 

the relevant include files: 

#INCLUDE "gfxproto.inc"  

#INCLUDE "gfxdefault.inc"  
#INCLUDE "gfxengine.inc"  

#INCLUDE "gfxwindows.inc"  

#INCLUDE "gfxwindowcontroller.inc"  

 

Once this has been done the next task it to connect to the graphics 

system:  

gfxwindows.connect (ok, to.kernel!, "gfxwindows2", gfx.link)  
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The ok variable passed will tell the application that so far 

everything has been okay, when the connection has returned then it will 

say whether or not the connection has been successful.  Ok should be true 

when it is passed to gfxwindow.connect or it will not connect to the 

windowing system.  The to.kernel is just a channel bundle to the kernel.  

Finally gfx.link is the currently non-connected channel which will be 

connected to the graphics channel if the connection successfully connects. 

If ok is true, then the gfx.link channel can be used.  The next task 

is to create a window:  

GFX.EVENT.INPUT? win.events:  

GFX.WINDOW.CHAN! window.one:  
..  

win.size := [ [100,100 ] ,200,20 0]  

gfx.link[in] ! createWindow;win.size;"RMoX Login"; TRUE  

gfx.link[out] ? CASE  

  window.created; window.one; win.events  
    SKIP 

  INT e:  

  error; e  

    ok := FALSE  

 

When createWindow is called, three parameters are passed to it.  

Firstly; window size, this holds the point on the screen where it should be 

positioned as well as the height and width of the window.  The second 

parameter is the title of the window and finally, the third parameter holds 

whether or not a title and borders should be added to the window.   

The out channel needs to be listened to so that we get the 

response.  There are two possible responses, an error or a window.created.  

Error, means that there has been an error, therefore the application cannot 

continue, the error code will give some idea of the problem that has been 

encountered.  For a list of error codes, please see the gfxdefault.inc include 

file.   

Alternatively, window.created is returned.  This will return a link 

to the window system and an events channel.  If events are subscribed to, 
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then these will need to be passed to a process which will deal with the 

events coming from the system.   

The channel from the window allows us to request events as well 

as disconnect (exit) from the system.  It is also possible to create a frame.  

A frame is a layout manager type component.  It will hold the components 

within the window.  It does differ, however, as it will only hold a row of 

items.  As well as this, they can be positioned within a window by x and y 

coordinates.  A user is also able to set their width and height: 

window.one[in] ! createFrame;[[0,0],300,85];1  

window.one[out] ? CASE  

  INT e:  

  error; e  
    ok := FALSE  

  GFX.WINDOW.FRAME! gfxwin.tmp:  

  window.frame; gfxwin.tmp  

    é 

 

A frame is created through the createFrame case and is sent to the 

window channel.  The first parameter is the size and position for the frame 

within the window.  The position is relative within the window.  The 

second parameter dictates how many columns there are to be within this 

frame.  Within the example above, there is only one column within the 

frame. 

The next task is to listen to the channel for the response from the 

graphics system.  This will either be an error, which will return a 

corresponding number relevant to the problem, or will return a 

window.frame.  The window.frame returns a channel which will allow the 

frame to be asked to draw components, such as textboxes and labels.  It can 

also draw a canvas, which means it is possible to draw shapes. 

gfxwin.tmp[in] ! drawCanvas; 0  

gfxwin.tmp[out]  ? CASE 
  MOBILE.CHAN! tmp:  

  GFXWIN! gfxwin.chan:  

  frame.link; tmp  

    INITIAL RECTANGLE r IS [[0,0],300,85]:  
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    INITIAL COLOUR bg IS #CCCCCCCC:  

    SEQ 

       gfxwin.chan := tmp  

       gfxwin.chan[in] ! drawFilledRectangle; r; bg; bg  

 

The above shows how to draw a canvas.  The first parameter of 

drawCanvas states where within the frame the canvas should be drawn.  

As the canvas is only of size 1, then it is only possible to choose the first 

position, which is 0.  When a canvas is requested it will return a 

MOBILE.CHAN channel; this is an unknown mobile channel and therefore 

the system must know the type of the channel which is being returned 

before it can be used.  Once this has been done, then it can send commands 

to the canvas to tell it to draw the requested shapes.  The example above 

draws a grey rectangle. 

To draw a textbox then we would do the following: 

gfxwin.tmp[in] ! drawTextbox; 1; 3  

 

This will draw a textbox in the second column and give it the id of 

3.  Nothing is returned by this.  To interrogate this component to get the 

value which it currently holds or to set the value then the frame should be 

asked to get the text: 

gfxwin.tmp[in] ! getText; 1  

gfxwin.tmp [out] ? CASE  

  text; username  
    SKIP 

 

The above tells the system to get the text out of the element which 

is in the 2
nd

 column of the frame (remember that the column numbers start 

at 0).  The text should then be returned from the out channel.  The only 

parameter it will give is of type TEXT.  

When the frame is no longer needed then it should be closed.  To 

close it the case closeFrame is sent to the frame. For example:  
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gfxwin.tmp[in] ! closeFrame  

 

When a frame is closed it will not remove what has been drawn.  

This has been done, so that, for example, it is possible to draw the 

background colour of a window and then create a new frame that holds 

buttons etc. and place it where the old frame was.  Of course this could be 

done without closing the frame, but if buttons exist in a frame that appears 

to be behind the current frame, then these maybe clicked when a user 

clicks on a button that appears to be on top. Currently there is no ordering 

within the frames. 

To exit or remove the window totally then the system can call 

disconnect.  This will remove the window from the system and does not 

save the details of the window.  

gfx.link[in] ! disconnect  

 

Calling disconnect will not return anything back to the 

application, so the application can presume that nothing has gone wrong. 

 

7 Conclusion 

 

The first conclusion that can be drawn from this project has been 

how much work there has been in developing a concurrent graphical 

interface.  There are hundreds of foibles which one can hit upon whilst 

trying to engineer such a complex piece of software.  There have been 

many times when situations have not been thought of prior to the actual 

development, such as when a window draws itself on a screen and a 

background window overwrites the topmost window.   
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The project has some good and bad aspects.  The project has been 

quite difficult to program for a multitude of reasons, such as the fact that 

the underlying system does have a tendency to change, as it is still in 

development and items which have been forgotten about are just added in.  

Therefore, although it would have been preferable to say that each layer 

was built in isolation to one another this would not be true.  Many times 

there has been a feature, such as the ability to move a canvas, which has 

needed to be added to lower layers of Crom so that it could provide the 

necessary features.  This of course was more of a development issue rather 

than a design issue, for the layer had not had all that it needed to have 

included in order to support the functions that it needed to.  

The good aspects are firstly that it looks like a proper windowing 

system; it has the windows and the taskbar.  The windows do move around 

the screen and are not able to be moved outside of the bounds of the 

screen.  The input from the keyboard automatically moves, dependent upon 

which window is the topmost and Crom will also ignore key inputs if there 

is no window which is currently on the screen.  

Crom has succeeded in being concurrent; it has lots of processes 

which are running in order to provide services, as well as the individual 

components which are all their own processes.   

Crom is also fairly scalable, in essence due to its layered design.  

Theoretically additional physical monitors could be added to a system 

running RMoX and the windowing system would be able to use all these 

additional resources, albeit it may need an additional layer to differentiate 

between different physical monitors.  However more research is needed as 

this claim has not been tested. 

 In regards to reliability, the system is unlikely to cause problems.  

For example, most communication patterns will return as to whether or not 

there has been a success or failure, the response to the developer is through 

an error number, which can be looked up within the source code.  The error 

number will give why this part of the system has caused an error and 
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therefore informs on what the user needs to do.   The system has also been 

built to check the inputs that it gets to ensure that they are valid.  If they are 

not valid then the system will return an error.  There are also opportunities 

whereby formal verification can be used to check the system 

communicates in the correct patterns, therefore helping to prevent deadlock 

from occurring. 

 

 

Figure 10 – The state of Crom on 26
th

 August 2010 

 

Finally in regards to flexibility this has been achieved through the 

design of the system.  If part of the system needs to be changed then the 

layer can be changed.  For example, if the frame for a window wanted to 

be changed this could be done easily.  The system also has very few global 

constants and therefore settings such as the window offset can be changed. 

The project did not however get as far as it could have done.  

There is a lot more work that needs to be carried out and this is partially 

due to bugs needing to be corrected before the next part of the system was 

implemented.  For example, when a window is closed the input was not 

changed to the next top window and this needed to be working properly 
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before components such as buttons were created.  As well as this there was 

a greater amount of work to build the underlying system than originally 

envisioned. 

Overall though, the work has contributed a simple windowing 

system to RMoX which is able to be extended.  The windowing system has 

added a framework so that applications can add graphical components.  Of 

course there have also been some graphical components created that 

application can use, more components could be added at a later date.  

Finally there have also been some example test applications added, for 

example the login screen application. 

 

8 Future Work 

 

There are a lot of enhancements, bug fixes and adaptations which 

could be made to this project and of course there are a lot of features which 

have not been completed.  For example the facility to make a window grow 

or shrink.   

A useful enhancement, from a point of usability would be the 

ability to make it so background windows are able to redraw, while not 

overwriting the windows which are in front of them (as shown in Figure 7 

and Figure 8).  This would be a useful advancement of human computer 

interaction.  If a window in the background is not updating, than to a user, 

it may suggest that the application is no longer working.  For example if a 

console is used to copy files from one location to another than the user 

switches to another window, on most windowing systems the window still 

shows that it is copying (via text still being updated and displayed on that 

window).  However, currently, the RMoX graphical interface will stop the 

drawing of the window in the background and therefore this may lead to 

the misconception that the application has stopped working. 
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As well as all of this more components could be created, thus 

extending the array of items which are available to the user.  Also a more 

defined user interface would be welcome, for example, when a user moves 

a window, there is no feedback that the window is actually moving.  It is 

not until the window has moved that the system updates the position of the 

window.  It would be useful to give feedback about this to the user so that 

they are aware when it has got to an edge of a screen, or is adjacent to 

another window. 

It would also be nice if Crom could be extended so that it is able 

to support windows being transferred from a remote machine to a local 

machine.  The foundations for this are already part of Crom and therefore it 

just needs another layer to be added which would be able to handle the 

requests for windows to be sent to another machine. 

Finally another useful enhancement would be for the underlying 

system to have a way in which Crom could ask for an application to be 

closed.  Currently the example applications do this through knowing when 

the window is closing and then telling the „while loops‟ to stop.  This of 

course presumes that there has not been deadlock or livelock within the 

application and therefore the application is able to respond to Crom.  

However if it is not able to respond then when Crom comes to talk to that 

application, Crom will also deadlock.  This is why this is such an essential 

feature which is needed within the RMoX operating system. 
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11 Appendix 

11.1 Glossary 

Race hazard When two pieces of code end up in conflict.  For 

example the first piece of code reads a variable 

(let‟s say with the value 1).  The second piece then 

reads the same variable, both pieces of code add 

one to the variable, and then save it back.  The 

variable should now have the value 3, however as 

when both pieces of code the variable it had the 

value 1, the variable has the value 2. 

RMoX Raw-Metal occam eXperiment 

CSP Communicating Sequential Processes 

GUI Graphical User Interface 

API Application Programming Interface 

OS Operating System 

BSD Berkeley Software Distribution – A version of the 

Unix operating system. 

  

 


